

    
      
          
            
  
muon tutorials


Tutorials


	Single-cell RNA-seq and ATAC-seq integration

	CITE-seq integration

	Trimodal single-cell omics

	MEFISTO models

	Analysing CLL data





muon documentation can be found here [https://muon.readthedocs.io/].




            

          

      

      

    

  

    
      
          
            
  
Single-cell RNA-seq and ATAC-seq integration

Information on joint gene expression and open chromatin profiling can be found here [https://www.10xgenomics.com/products/single-cell-multiome-atac-plus-gene-expression/].

Different datasets are covered:


	10k peripheral blood mononuclear cells (PBMCs) (data by 10x Genomics can be found here [https://support.10xgenomics.com/single-cell-multiome-atac-gex/datasets/1.0.0/pbmc_granulocyte_sorted_10k]):



	gene expression processing notebooks — largely follows this scanpy tutorial [https://scanpy-tutorials.readthedocs.io/en/latest/pbmc3k.html] on processing and clustering PBMCs;


	peaks processing notebook introduces ATAC-related functionality for data processing and visualisation,


	multimodal omics data integration notebook demonstrates how multiple modalities can be combined in a single Python workflow and how multi-omics methods such as multi-omics factor analysis (MOFA) [https://biofam.github.io/MOFA2/] can be applied for data analysis and interpretation.









	3k cells from the frozen human healthy brain tissue (data by 10x Genomics can be found here [https://www.10xgenomics.com/resources/datasets/frozen-human-healthy-brain-tissue-3-k-1-standard-2-0-0]):



	processing individual modalities and multi-omics integration demonstrates how individual modalities can be processed and integrated to prepare the ground for downstream analysis,





	celltype annotation offers a closer look at how cell type labels can be assigned with a few complementary approaches.

















            

          

      

      

    

  

    
      
          
            
  


Processing gene expression of 10k PBMCs

This is the first chapter of the multimodal single-cell gene expression and chromatin accessibility analysis. In this notebook, scRNA-seq data processing is described, largely following this scanpy notebook [https://scanpy-tutorials.readthedocs.io/en/latest/pbmc3k.html] on processing and clustering PBMCs.


[1]:





# Change directory to the root folder of the repository
import os
os.chdir("../../")








Download data

Download the data that we will use for this series of notebooks. The data is available here [https://support.10xgenomics.com/single-cell-multiome-atac-gex/datasets/1.0.0/pbmc_granulocyte_sorted_10k].

For the tutorial, we will use the following files:


	Filtered feature barcode matrix (HDF5)


	ATAC peak annotations based on proximal genes (TSV)


	ATAC Per fragment information file (TSV.GZ)


	ATAC Per fragment information index (TSV.GZ index)





[2]:





# This is the directory where those files are downloaded to
data_dir = "data/pbmc10k"








[3]:





# Remove file prefixes if any
prefix = "pbmc_granulocyte_sorted_10k_"
for file in os.listdir(data_dir):
    if file.startswith(prefix):
        new_filename = file[len(prefix):]
        os.rename(os.path.join(data_dir, file), os.path.join(data_dir, new_filename))









Load libraries and data

Import libraries:


[4]:





import numpy as np
import pandas as pd
import scanpy as sc
import anndata as ad








[5]:





import muon as mu







We will use an HDF5 file containing gene and peak counts as input. In addition to that, when loading this data, muon will look for default files like atac_peak_annotation.tsv and atac_fragments.tsv.gz in the same folder and will load peak annotation table and remember the path to the fragments file if they exist.


[6]:





mdata = mu.read_10x_h5(os.path.join(data_dir, "filtered_feature_bc_matrix.h5"))
mdata.var_names_make_unique()
mdata













Variable names are not unique. To make them unique, call `.var_names_make_unique`.












Added `interval` annotation for features from data/pbmc10k/filtered_feature_bc_matrix.h5












/usr/local/lib/python3.8/site-packages/anndata/_core/anndata.py:1094: FutureWarning: is_categorical is deprecated and will be removed in a future version.  Use is_categorical_dtype instead
  if not is_categorical(df_full[k]):
Variable names are not unique. To make them unique, call `.var_names_make_unique`.












Added peak annotation from data/pbmc10k/atac_peak_annotation.tsv to .uns['atac']['peak_annotation']
Added gene names to peak annotation in .uns['atac']['peak_annotation']
Located fragments file: data/pbmc10k/atac_fragments.tsv.gz







[6]:







MuData object with n_obs × n_vars = 11909 × 144978
  2 modalities
    rna:        11909 x 36601
      var:      'gene_ids', 'feature_types', 'genome', 'interval'
    atac:       11909 x 108377
      var:      'gene_ids', 'feature_types', 'genome', 'interval'
      uns:      'atac', 'files'






Muon uses multimodal data (MuData) objects as containers for multimodal data.

mdata here is a MuData object that has been created directly from an AnnData object with multiple features types.



RNA

In this notebook, we will only work with the Gene Expression modality.

We can refer to an individual AnnData inside the MuData by defining a respective variable. All the operations will be performed on the respective AnnData object inside the MuData as you would expect.


Please note that when AnnData is copied (e.g. rna = rna.copy()), there is no way for mdata to have a reference to this new object. It should be assigned back to a respective modality then (mdata.mod['rna'] = rna).





[7]:





rna = mdata.mod['rna']
rna








[7]:







AnnData object with n_obs × n_vars = 11909 × 36601
    var: 'gene_ids', 'feature_types', 'genome', 'interval'







Preprocessing


QC

Perform some quality control. For now, we will filter out cells that do not pass QC.


[8]:





rna.var['mt'] = rna.var_names.str.startswith('MT-')  # annotate the group of mitochondrial genes as 'mt'
sc.pp.calculate_qc_metrics(rna, qc_vars=['mt'], percent_top=None, log1p=False, inplace=True)








[9]:





sc.pl.violin(rna, ['n_genes_by_counts', 'total_counts', 'pct_counts_mt'],
             jitter=0.4, multi_panel=True)













/usr/local/lib/python3.8/site-packages/anndata/_core/anndata.py:1192: FutureWarning: is_categorical is deprecated and will be removed in a future version.  Use is_categorical_dtype instead
  if is_string_dtype(df[key]) and not is_categorical(df[key])
... storing 'feature_types' as categorical
... storing 'genome' as categorical
... storing 'interval' as categorical











[image: ../../_images/single-cell-rna-atac_pbmc10k_1-Gene-Expression-Processing_21_1.png]




Filter genes which expression is not detected:


[10]:





mu.pp.filter_var(rna, 'n_cells_by_counts', lambda x: x >= 3)
# This is analogous to
#   sc.pp.filter_genes(rna, min_cells=3)
# but does in-place filtering and avoids copying the object







Filter cells:


[11]:





mu.pp.filter_obs(rna, 'n_genes_by_counts', lambda x: (x >= 200) & (x < 5000))
# This is analogous to
#   sc.pp.filter_cells(rna, min_genes=200)
#   rna = rna[rna.obs.n_genes_by_counts < 5000, :]
# but does in-place filtering avoiding copying the object

mu.pp.filter_obs(rna, 'total_counts', lambda x: x < 15000)
mu.pp.filter_obs(rna, 'pct_counts_mt', lambda x: x < 20)







Let’s see how the data looks after filtering:


[12]:





sc.pl.violin(rna, ['n_genes_by_counts', 'total_counts', 'pct_counts_mt'],
             jitter=0.4, multi_panel=True)













/usr/local/lib/python3.8/site-packages/anndata/_core/anndata.py:1192: FutureWarning: is_categorical is deprecated and will be removed in a future version.  Use is_categorical_dtype instead
  if is_string_dtype(df[key]) and not is_categorical(df[key])











[image: ../../_images/single-cell-rna-atac_pbmc10k_1-Gene-Expression-Processing_27_1.png]






Normalisation

We’ll normalise the data so that we get log-normalised counts to work with.


[13]:





sc.pp.normalize_total(rna, target_sum=1e4)








[14]:





sc.pp.log1p(rna)









Feature selection

We will label highly variable genes that we’ll use for downstream analysis.


[15]:





sc.pp.highly_variable_genes(rna, min_mean=0.02, max_mean=4, min_disp=0.5)








[16]:





sc.pl.highly_variable_genes(rna)












[image: ../../_images/single-cell-rna-atac_pbmc10k_1-Gene-Expression-Processing_35_0.png]





[17]:





np.sum(rna.var.highly_variable)








[17]:







3026








Scaling

We’ll save log-normalised counts in a .raw slot:


[18]:





rna.raw = rna







… and scale the log-normalised counts to zero mean and unit variance:


[19]:





sc.pp.scale(rna, max_value=10)










Analysis

Having filtered low-quality cells, normalised the counts matrix, and performed feature selection, we can already use this data for multimodal integration.

However it is usually a good idea to study individual modalities as well. Below we run PCA on the scaled matrix, compute cell neighbourhood graph, and perform clustering to define cell types.


PCA and neighbourhood graph


[20]:





sc.tl.pca(rna, svd_solver='arpack')













/usr/local/lib/python3.8/site-packages/anndata/_core/anndata.py:1094: FutureWarning: is_categorical is deprecated and will be removed in a future version.  Use is_categorical_dtype instead
  if not is_categorical(df_full[k]):






To visualise the result, we will use some markers for (large-scale) cell populations we expect to see such as T cells and NK cells (CD2), B cells (CD79A), and KLF4 (monocytes).


[21]:





sc.pl.pca(rna, color=['CD2', 'CD79A', 'KLF4', 'IRF8'])













/usr/local/lib/python3.8/site-packages/anndata/_core/anndata.py:1192: FutureWarning: is_categorical is deprecated and will be removed in a future version.  Use is_categorical_dtype instead
  if is_string_dtype(df[key]) and not is_categorical(df[key])











[image: ../../_images/single-cell-rna-atac_pbmc10k_1-Gene-Expression-Processing_47_1.png]




The first principal component (PC1) is separating myeloid (monocytes) and lymphoid (T, B, NK) cells while B cells-related features seem to drive the second one. Also we see plasmocytoid dendritic cells (marked by IRF8) being close to B cells along the PC2.


[22]:





sc.pl.pca_variance_ratio(rna, log=True)












[image: ../../_images/single-cell-rna-atac_pbmc10k_1-Gene-Expression-Processing_49_0.png]




Now we can compute a neighbourhood graph for cells:


[23]:





sc.pp.neighbors(rna, n_neighbors=10, n_pcs=20)









Non-linear dimensionality reduction and clustering

With the neighbourhood graph computed, we can now perform clustering. We will use leiden clustering as an example.


[24]:





sc.tl.leiden(rna, resolution=.5)







To visualise the results, we’ll first generate a 2D latent space with cells that we can colour according to their cluster assignment.


[25]:





sc.tl.umap(rna, spread=1., min_dist=.5, random_state=11)








[26]:





sc.pl.umap(rna, color="leiden", legend_loc="on data")













/usr/local/lib/python3.8/site-packages/anndata/_core/anndata.py:1192: FutureWarning: is_categorical is deprecated and will be removed in a future version.  Use is_categorical_dtype instead
  if is_string_dtype(df[key]) and not is_categorical(df[key])











[image: ../../_images/single-cell-rna-atac_pbmc10k_1-Gene-Expression-Processing_57_1.png]






Marker genes and celltypes


[27]:





sc.tl.rank_genes_groups(rna, 'leiden', method='t-test')








[28]:





result = rna.uns['rank_genes_groups']
groups = result['names'].dtype.names
pd.set_option('display.max_columns', 50)
pd.DataFrame(
    {group + '_' + key[:1]: result[key][group]
    for group in groups for key in ['names', 'pvals']}).head(10)








[28]:
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Processing chromatin accessibility of 10k PBMCs

Please see the first chapter where getting the data and processing RNA modality are described

This is the second chapter of the multimodal single-cell gene expression and chromatin accessibility analysis. In this notebook, scATAC-seq data processing is described.

The flow of this notebook is similar to the scRNA-seq one, and we use rather similar data normalisation strategy to process the cells by peaks matrix. Alternative normalisation strategies are discussed elsewhere.


[1]:





# Change directory to the root folder of the repository
import os
os.chdir("../../")








Load libraries and data

Import libraries:


[2]:





import numpy as np
import pandas as pd
import scanpy as sc
import anndata as ad








[3]:





import muon as mu

# Import a module with ATAC-seq-related functions
from muon import atac as ac







Load the MuData object from the .h5mu file that was saved at the end of the previous chapter:


[4]:





mdata = mu.read("data/pbmc10k.h5mu")
mdata








[4]:







MuData object with n_obs × n_vars = 11909 × 134726
  var:  'feature_types', 'gene_ids', 'genome', 'interval'
  2 modalities
    atac:       11909 x 108377
      var:      'gene_ids', 'feature_types', 'genome', 'interval'
      uns:      'atac', 'files'
    rna:        10915 x 26349
      obs:      'n_genes_by_counts', 'total_counts', 'total_counts_mt', 'pct_counts_mt', 'leiden', 'celltype'
      var:      'gene_ids', 'feature_types', 'genome', 'interval', 'mt', 'n_cells_by_counts', 'mean_counts', 'pct_dropout_by_counts', 'total_counts', 'highly_variable', 'means', 'dispersions', 'dispersions_norm', 'mean', 'std'
      uns:      'celltype_colors', 'hvg', 'leiden', 'leiden_colors', 'neighbors', 'pca', 'rank_genes_groups', 'umap'
      obsm:     'X_pca', 'X_umap'
      varm:     'PCs'
      obsp:     'connectivities', 'distances'








ATAC

In this notebook, we will only work with the Peaks modality and will use the ATAC module of muon.

We will refer to the atac AnnData inside the MuData by defining a respective variable:


[5]:





atac = mdata.mod['atac']
atac  # an AnnData object








[5]:







AnnData object with n_obs × n_vars = 11909 × 108377
    var: 'gene_ids', 'feature_types', 'genome', 'interval'
    uns: 'atac', 'files'







Preprocessing

To filter and to normalise the data, we are going to use the same scanpy functionality as we use when working with gene expression. The only thing to bear in mind here that a gene would mean a peak in the context of the AnnData object with ATAC-seq data.


QC

Perform some quality control filtering out cells with too few peaks and peaks detected in too few cells. For now, we will filter out cells that do not pass QC.


[6]:





sc.pp.calculate_qc_metrics(atac, percent_top=None, log1p=False, inplace=True)








[7]:





sc.pl.violin(atac, ['total_counts', 'n_genes_by_counts'], jitter=0.4, multi_panel=True)













/usr/local/lib/python3.8/site-packages/anndata/_core/anndata.py:1192: FutureWarning: is_categorical is deprecated and will be removed in a future version.  Use is_categorical_dtype instead
  if is_string_dtype(df[key]) and not is_categorical(df[key])











[image: ../../_images/single-cell-rna-atac_pbmc10k_2-Chromatin-Accessibility-Processing_18_1.png]




Filter peaks which expression is not detected:


[8]:





mu.pp.filter_var(atac, 'n_cells_by_counts', lambda x: x >= 10)
# This is analogous to
#   sc.pp.filter_genes(rna, min_cells=10)
# but does in-place filtering and avoids copying the object







Filter cells:


[9]:





mu.pp.filter_obs(atac, 'n_genes_by_counts', lambda x: (x >= 2000) & (x <= 15000))
# This is analogous to
#   sc.pp.filter_cells(atac, max_genes=15000)
#   sc.pp.filter_cells(atac, min_genes=2000)
# but does in-place filtering avoiding copying the object

mu.pp.filter_obs(atac, 'total_counts', lambda x: (x >= 4000) & (x <= 40000))







Let’s see how the data looks after filtering:


[10]:





sc.pl.violin(atac, ['n_genes_by_counts', 'total_counts'], jitter=0.4, multi_panel=True)













/usr/local/lib/python3.8/site-packages/anndata/_core/anndata.py:1192: FutureWarning: is_categorical is deprecated and will be removed in a future version.  Use is_categorical_dtype instead
  if is_string_dtype(df[key]) and not is_categorical(df[key])











[image: ../../_images/single-cell-rna-atac_pbmc10k_2-Chromatin-Accessibility-Processing_24_1.png]




Or on histograms:


[11]:





mu.pl.histogram(atac, ['n_genes_by_counts', 'total_counts'])












[image: ../../_images/single-cell-rna-atac_pbmc10k_2-Chromatin-Accessibility-Processing_26_0.png]






ATAC-specific QC

There are a few expectations about how ATAC-seq data looks like as noted in the hitchhiker’s guide to ATAC-seq data analysis [https://genomebiology.biomedcentral.com/articles/10.1186/s13059-020-1929-3#citeas] for instance.


Nucleosome signal

Fragment size distribution typically reflects nucleosome binding pattern showing enrichment around values corresponding to fragments bound to a single nucleosome (between 147 bp and 294 bp) as well as nucleosome-free fragments (shorter than 147 bp).


[12]:





atac.obs['NS']=1








[13]:





ac.pl.fragment_histogram(atac, region='chr1:1-2000000')













Fetching Regions...: 100%|██████████| 1/1 [00:02<00:00,  2.67s/it]











[image: ../../_images/single-cell-rna-atac_pbmc10k_2-Chromatin-Accessibility-Processing_32_1.png]




The ratio of mono-nucleosome cut fragments to nucleosome-free fragments can be called nucleosome signal, and it can be estimated using a subset of fragments.


[14]:





ac.tl.nucleosome_signal(atac, n=1e6)













Reading Fragments: 100%|██████████| 1000000/1000000 [00:05<00:00, 185853.88it/s]







[15]:





mu.pl.histogram(atac, "nucleosome_signal", kde=False)












[image: ../../_images/single-cell-rna-atac_pbmc10k_2-Chromatin-Accessibility-Processing_35_0.png]






TSS enrichment

We can expect chromatin accessibility enriched around transcription start sites (TSS) compared to accessibility of flanking regions. Thus this measure averaged across multiple genes can serve as one more quality control metric.

The positions of transcription start sites can be obtained from the interval field of the gene annotation in the rna modality:


[16]:





ac.tl.get_gene_annotation_from_rna(mdata['rna']).head(3)  # accepts MuData with 'rna' modality or mdata['rna'] AnnData directly








[16]:
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Integrating gene expression and chromatin accessibility of 10k PBMCs

Please see the first chapter where getting the data and processing RNA modality are described and the second chapter with ATAC modality processing

This is the third chapter of the multimodal single-cell gene expression and chromatin accessibility analysis. In this notebook, we will see how to learn a latent space jointly on two omics.


[1]:





# Change directory to the root folder of the repository
import os
os.chdir("../../")








Load libraries and data

Import libraries:


[2]:





import numpy as np
import pandas as pd
import scanpy as sc

from matplotlib import pyplot as plt
import seaborn as sns








[3]:





import muon as mu







Load the MuData object from the .h5mu file:


[4]:





mdata = mu.read("data/pbmc10k.h5mu")
mdata








[4]:







MuData object with n_obs × n_vars = 11168 × 132435
  var:  'dispersions', 'dispersions_norm', 'feature_types', 'gene_ids', 'genome', 'highly_variable', 'interval', 'mean', 'mean_counts', 'means', 'n_cells_by_counts', 'pct_dropout_by_counts', 'std', 'total_counts'
  2 modalities
    atac:       9765 x 106086
      obs:      'n_genes_by_counts', 'total_counts', 'NS', 'nucleosome_signal', 'tss_score', 'n_counts', 'leiden', 'celltype'
      var:      'gene_ids', 'feature_types', 'genome', 'interval', 'n_cells_by_counts', 'mean_counts', 'pct_dropout_by_counts', 'total_counts', 'highly_variable', 'means', 'dispersions', 'dispersions_norm', 'mean', 'std'
      uns:      'atac', 'celltype_colors', 'files', 'hvg', 'leiden', 'leiden_colors', 'neighbors', 'pca', 'rank_genes_groups', 'umap'
      obsm:     'X_pca', 'X_umap'
      varm:     'PCs'
      layers:   'counts'
      obsp:     'connectivities', 'distances'
    rna:        10915 x 26349
      obs:      'n_genes_by_counts', 'total_counts', 'total_counts_mt', 'pct_counts_mt', 'leiden', 'celltype'
      var:      'gene_ids', 'feature_types', 'genome', 'interval', 'mt', 'n_cells_by_counts', 'mean_counts', 'pct_dropout_by_counts', 'total_counts', 'highly_variable', 'means', 'dispersions', 'dispersions_norm', 'mean', 'std'
      uns:      'celltype_colors', 'hvg', 'leiden', 'leiden_colors', 'neighbors', 'pca', 'rank_genes_groups', 'umap'
      obsm:     'X_pca', 'X_umap'
      varm:     'PCs'
      obsp:     'connectivities', 'distances'






In each modality, only cells passing respective QC are retained. For the multimodal data integration, we will use only cells that are present for both modalities:


[5]:





mu.pp.intersect_obs(mdata)








[6]:





mdata.shape








[6]:







(9512, 132435)








Compare cell type annotation

Before performing the integration, we can compare how the cell type annotations in individual modalities match each other.

We can calculate a general score that compares those clustering solutions, e.g. the adjusted Rand index [https://scikit-learn.org/stable/modules/generated/sklearn.metrics.adjusted_rand_score.html].


[7]:





from sklearn.metrics import adjusted_rand_score as ari
ari(mdata.obs['rna:celltype'], mdata.obs['atac:celltype'])








[7]:







0.7457983340058714






We can also look into how those cell type annotations match per cell type:


[8]:





# Calculate total number of cells of respective ATAC celltypes
df_total = (
    mdata.obs.groupby("atac:celltype").
        size().
        reset_index(name="n_total").
        set_index("atac:celltype")
)

# Calculate number of cells for each pair of RNA-ATAC celltype annotation
df = (
    mdata.obs.groupby(["atac:celltype", "rna:celltype"]).
        size().
        reset_index(name="n").
        set_index("atac:celltype").
        join(df_total).
        reset_index()
)

# Calculate a fraction of cells of each RNA celltype (n)
# for each ATAC celltype (/ n_total)
df_frac = df.assign(frac = lambda x: x.n / x.n_total)







We can now make a wide table and visualise it with a heatmap.


[9]:





df_wide = df_frac.set_index("atac:celltype").pivot(columns="rna:celltype", values="frac")








[10]:





import seaborn as sns
sns.heatmap(df_wide, cmap="Greys")








[10]:







<AxesSubplot:xlabel='rna:celltype', ylabel='atac:celltype'>











[image: ../../_images/single-cell-rna-atac_pbmc10k_3-Multimodal-Omics-Data-Integration_21_1.png]




It seems that cell types are highly reproducible across modalities with the only exception of the CD14/intermediate monocytes annotation that doesn’t seem particularly confident — most probably in the ATAC modality. One can check that the adjusted Rand index goes up to 0.92 when those two groups of cells are treated as one cell types.



Perform integration

We will now run multi-omic factor analysis — a group factor analysis method that will allow us to learn an interpretable latent space jointly on both modalities. Intuitively, it can be viewed as a generalisation of PCA for multi-omics data. More information about this method can be found on the MOFA website [https://biofam.github.io/MOFA2/].

The time required to train the model depends on the number of cells and features as well as on hardware specs. For the current dataset, it takes 4 minutes on the GeForce RTX 2080 Ti NVIDIA card. Only highly variable features are used by default.


[11]:





mu.tl.mofa(mdata, outfile="models/pbmc10k_rna_atac.hdf5")








[12]:





# # NOTE: if you wish to load the trained model,
# #       use mofax library to quickly add
# #       factors and weights matrices
# #       to the mdata object
# #
# import mofax as mfx
# model = mfx.mofa_model('models/pbmc10k_rna_atac.hdf5')
# mdata.obsm["X_mofa"] = model.get_factors()

# # If only highly variable features were used
# w = model.get_weights()
# # Set the weights of features that were not used to zero
# mdata.varm["LFs"] = np.zeros(shape=(mdata.n_vars, w.shape[1]))
# mdata.varm["LFs"][mdata.var["highly_variable"]] = w

# model.close()








[13]:





mdata








[13]:







MuData object with n_obs × n_vars = 9512 × 132435
  var:  'dispersions', 'dispersions_norm', 'feature_types', 'gene_ids', 'genome', 'highly_variable', 'interval', 'mean', 'mean_counts', 'means', 'n_cells_by_counts', 'pct_dropout_by_counts', 'std', 'total_counts'
  obsm: 'X_mofa'
  varm: 'LFs'
  2 modalities
    atac:       9512 x 106086
      obs:      'n_genes_by_counts', 'total_counts', 'NS', 'nucleosome_signal', 'tss_score', 'n_counts', 'leiden', 'celltype'
      var:      'gene_ids', 'feature_types', 'genome', 'interval', 'n_cells_by_counts', 'mean_counts', 'pct_dropout_by_counts', 'total_counts', 'highly_variable', 'means', 'dispersions', 'dispersions_norm', 'mean', 'std'
      uns:      'atac', 'celltype_colors', 'files', 'hvg', 'leiden', 'leiden_colors', 'neighbors', 'pca', 'rank_genes_groups', 'umap'
      obsm:     'X_pca', 'X_umap'
      varm:     'PCs'
      layers:   'counts'
      obsp:     'connectivities', 'distances'
    rna:        9512 x 26349
      obs:      'n_genes_by_counts', 'total_counts', 'total_counts_mt', 'pct_counts_mt', 'leiden', 'celltype'
      var:      'gene_ids', 'feature_types', 'genome', 'interval', 'mt', 'n_cells_by_counts', 'mean_counts', 'pct_dropout_by_counts', 'total_counts', 'highly_variable', 'means', 'dispersions', 'dispersions_norm', 'mean', 'std'
      uns:      'celltype_colors', 'hvg', 'leiden', 'leiden_colors', 'neighbors', 'pca', 'rank_genes_groups', 'umap'
      obsm:     'X_pca', 'X_umap'
      varm:     'PCs'
      obsp:     'connectivities', 'distances'






After the training, the embedding will be added to the obsm slot of the mdata:


[14]:





mdata.obsm['X_mofa'].shape








[14]:







(9512, 10)






We can directly use it for plotting with mu.pl or sc.pl plotting functions — mdata has both .obs and .obsm slots that are needed for plotting with the latter one.


[15]:





# Copy colours that were defined previously
mdata.uns = mdata.uns or dict()
mdata.uns['rna:celltype_colors'] = mdata['rna'].uns['celltype_colors']
mdata.uns['atac:celltype_colors'] = mdata['atac'].uns['celltype_colors']








[16]:





mu.pl.mofa(mdata, color="rna:celltype", components=["1,2", "3,4"])
# 'rna:celltype' is a column in mdata.obs
# derived from the 'celltype' column of mdata['rna'].obs












[image: ../../_images/single-cell-rna-atac_pbmc10k_3-Multimodal-Omics-Data-Integration_33_0.png]





[17]:





mu.pl.mofa(mdata, color="atac:celltype", components=["1,2", "3,4"])
# 'atac:celltype' is a column in mdata.obs
# derived from the 'celltype' column of mdata['atac'].obs












[image: ../../_images/single-cell-rna-atac_pbmc10k_3-Multimodal-Omics-Data-Integration_34_0.png]




We can then use this embedding not only to compare cell type annotation performed individually on each modality but also to annotate cell types based on both omics jointly.

To visualise all the factors together, we’ll use a non-linear dimensionality reduction method such as UMAP to display the embedding in 2D:


[18]:





sc.pp.neighbors(mdata, use_rep="X_mofa")
sc.tl.umap(mdata)








[19]:





sc.tl.umap(mdata, min_dist=.2, spread=1., random_state=10)







For instance, we can then visualise how cell type annotations performed on individual modalities correspond to this 2D projection of the joint MOFA embeddings:


[20]:





sc.pl.umap(mdata, color=["rna:celltype", "atac:celltype"])













/usr/local/lib/python3.8/site-packages/anndata/_core/anndata.py:1192: FutureWarning: is_categorical is deprecated and will be removed in a future version.  Use is_categorical_dtype instead
  if is_string_dtype(df[key]) and not is_categorical(df[key])
... storing 'rna:mt' as categorical
... storing 'feature_types' as categorical
... storing 'interval' as categorical











[image: ../../_images/single-cell-rna-atac_pbmc10k_3-Multimodal-Omics-Data-Integration_41_1.png]




Conventional clustering can now be performed based on the MOFA embeddings and also can be visualised on the same UMAP:


[21]:





sc.tl.leiden(mdata, key_added='leiden_joint')








[22]:





sc.pl.umap(mdata, color="leiden_joint", legend_loc='on data')












[image: ../../_images/single-cell-rna-atac_pbmc10k_3-Multimodal-Omics-Data-Integration_44_0.png]




Individual features from modalities are also available when plotting embeddings:


[23]:





mu.pl.umap(mdata, color=["KLF4", "chr9:107480158-107492721"])












[image: ../../_images/single-cell-rna-atac_pbmc10k_3-Multimodal-Omics-Data-Integration_46_0.png]




We can also generate custom plots with matplotlib and seaborn:


[24]:





df = pd.DataFrame(mdata.obsm["X_mofa"])
df.columns = [f"Factor {i+1}" for i in range(df.shape[1])]

plot_scatter = lambda i, ax: sns.scatterplot(data=df, x=f"Factor {i+1}", y=f"Factor {i+2}", color="black", linewidth=0, s=3, ax=ax)

fig, axes = plt.subplots(2, 2)
for i in range(4):
    plot_scatter(i, axes[i%2][i//2])












[image: ../../_images/single-cell-rna-atac_pbmc10k_3-Multimodal-Omics-Data-Integration_49_0.png]






Annotate cell types

We will now define cell types based on both omics.


[25]:





mdata['rna'].obs['leiden_joint'] = mdata.obs.leiden_joint
mdata['atac'].obs['leiden_joint'] = mdata.obs.leiden_joint








Ranking genes and peaks


[26]:





sc.tl.rank_genes_groups(mdata['rna'], 'leiden_joint', method='t-test_overestim_var')













/usr/local/lib/python3.8/site-packages/anndata/_core/anndata.py:1192: FutureWarning: is_categorical is deprecated and will be removed in a future version.  Use is_categorical_dtype instead
  if is_string_dtype(df[key]) and not is_categorical(df[key])







[27]:





from muon import atac as ac
ac.tl.rank_peaks_groups(mdata['atac'], 'leiden_joint', method='t-test_overestim_var')









Listing differentially expressed genes and differentially accessible peaks


[28]:





result = {}
result['rna'] = mdata['rna'].uns['rank_genes_groups']
result['rna']['genes'] = result['rna']['names']
result['atac'] = mdata['atac'].uns['rank_genes_groups']

groups = result['rna']['names'].dtype.names
pd.set_option("max_columns", 200)
pd.DataFrame(
    {mod + ':' + group + '_' + key[:1]: result[mod][key][group][:10]
    for group in groups for key in ['names', 'genes', 'pvals']
    for mod in mdata.mod.keys()})








[28]:
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Processing individual modalities and multimodal integration of 3k brain cells

This notebooks demonstrates how individual modalities are processed and integrated to prepare the ground for downstream analysis.


[1]:





# Change directory to the root folder of the repository
import os
os.chdir("../../")








Load libraries and data

Import libraries:


[2]:





import numpy as np
import pandas as pd
import scanpy as sc
import anndata as ad








[3]:





import muon as mu








[4]:





mu.set_options(display_style = "html", display_html_expand = 0b000)








[4]:







<muon._core.config.set_options at 0x1337c7940>






Download the data that we will use for this series of notebooks.

It can be conveniently obtained with the mudatasets library [https://github.com/gtca/mudatasets] so that multiple files are downloaded and loaded in a MuData object:


[5]:





import mudatasets
mdata = mudatasets.load("brain3k_multiome", full=True)
mdata.var_names_make_unique()













■ File filtered_feature_bc_matrix.h5 from brain3k_multiome has been found at ~/mudatasets/brain3k_multiome/filtered_feature_bc_matrix.h5
■ Checksum is validated (md5) for filtered_feature_bc_matrix.h5
■ File atac_fragments.tsv.gz from brain3k_multiome has been found at ~/mudatasets/brain3k_multiome/atac_fragments.tsv.gz
■ Checksum is validated (md5) for atac_fragments.tsv.gz
■ File atac_fragments.tsv.gz.tbi from brain3k_multiome has been found at ~/mudatasets/brain3k_multiome/atac_fragments.tsv.gz.tbi
■ Checksum is validated (md5) for atac_fragments.tsv.gz.tbi
■ File atac_peaks.bed from brain3k_multiome has been found at ~/mudatasets/brain3k_multiome/atac_peaks.bed
■ Checksum is validated (md5) for atac_peaks.bed
■ File atac_peak_annotation.tsv from brain3k_multiome has been found at ~/mudatasets/brain3k_multiome/atac_peak_annotation.tsv
■ Checksum is validated (md5) for atac_peak_annotation.tsv
■ Loading filtered_feature_bc_matrix.h5...












/usr/local/opt/python@3.8/Frameworks/Python.framework/Versions/3.8/lib/python3.8/site-packages/mudatasets/core.py:203: UserWarning: Dataset is in the 10X .h5 format and can't be loaded as backed.
  warn("Dataset is in the 10X .h5 format and can't be loaded as backed.")
Variable names are not unique. To make them unique, call `.var_names_make_unique`.












Added `interval` annotation for features from ~/mudatasets/brain3k_multiome/filtered_feature_bc_matrix.h5












Variable names are not unique. To make them unique, call `.var_names_make_unique`.
/usr/local/opt/python@3.8/Frameworks/Python.framework/Versions/3.8/lib/python3.8/site-packages/mudata/_core/mudata.py:396: UserWarning: var_names are not unique. To make them unique, call `.var_names_make_unique`.
  warnings.warn(












Added peak annotation from ~/mudatasets/brain3k_multiome/atac_peak_annotation.tsv to .uns['atac']['peak_annotation']
Added gene names to peak annotation in .uns['atac']['peak_annotation']
Located fragments file: ~/mudatasets/brain3k_multiome/atac_fragments.tsv.gz







More details about using mudatasets and available datasets can be found in its repository [https://github.com/gtca/mudatasets].




For the record, the original data is available here [https://www.10xgenomics.com/resources/datasets/frozen-human-healthy-brain-tissue-3-k-1-standard-2-0-0], and we will use the following files:


	Filtered feature barcode matrix (HDF5)


	ATAC peak annotations based on proximal genes (TSV)


	ATAC Per fragment information file (TSV.GZ)


	ATAC Per fragment information index (TSV.GZ index)





[6]:





mdata








[6]:






MuData object 3233 obs 
  
    
    

    CITE-seq integration
    

    

    
 
  

    
      
          
            
  
CITE-seq integration

CITE-seq is a method for cellular indexing of transcriptomes and epitopes by sequencing. CITE-seq datasets comprise transcriptome-wide measurements for single cells (gene expression) as well as surface protein level information, typically for a few dozens of proteins. The method is described in Stoeckius et al., 2017 [https://www.nature.com/articles/nmeth.4380] and also on the cite-seq.com website [https://cite-seq.com/].

These notebooks cover different CITE-seq datasets:


	analysis of 5k peripheral blood mononuclear cells (PBMCs) showcasing dsb normalisation and data integration with MOFA+ (data by 10x Genomics can be found here [https://support.10xgenomics.com/single-cell-gene-expression/datasets/3.0.2/5k_pbmc_protein_v3]).


	calculating weighted nearest neighbours for the 5k PBMCs dataset that also demonstrates how to handle multiple multimodal embeddings.
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Processing and integrating 5k PBMCs CITE-seq data

This notebooks provides an example for CITE-seq data processing in Python.

CITE-seq is a method for cellular indexing of transcriptomes and epitopes by sequencing. CITE-seq data is single-cell data comprising transcriptome-wide measurements for each cell (gene expression) as well as surface protein level information, typically for a few dozens of proteins. The method is described in Stoeckius et al., 2017 [https://www.nature.com/articles/nmeth.4380] and also on the cite-seq.com website [https://cite-seq.com/].

The data used in this notebook is on peripheral blood mononuclear cells (PBMCs) and has been provided by 10x Genomics [https://support.10xgenomics.com/single-cell-gene-expression/datasets/3.0.2/5k_pbmc_protein_v3].


[1]:





# Change directory to the root folder of the repository
import os
os.chdir("../")








Download data

The data is available here [https://support.10xgenomics.com/single-cell-gene-expression/datasets/3.0.2/5k_pbmc_protein_v3]. Both filtered and raw matrices are required for this notebook.


[2]:





# This is the directory where those files are downloaded to
data_dir = "data/pbmc5k_protein"








[3]:





for file in os.listdir(data_dir):
    print(file)













filtered_feature_bc_matrix
raw_feature_bc_matrix
5k_pbmc_protein_v3_raw_feature_bc_matrix.tar.gz
5k_pbmc_protein_v3_filtered_feature_bc_matrix.tar.gz








Load libraries and data

Import libraries:


[4]:





import numpy as np
import pandas as pd
import scanpy as sc








[5]:





import muon as mu
from muon import prot as pt







First, we will load filtered matrices that contain counts for cell but not empty droplets. These cells will be used for the downstream analysis.


[6]:





mdata = mu.read_10x_mtx(os.path.join(data_dir, "filtered_feature_bc_matrix"))













/usr/local/lib/python3.8/site-packages/anndata/_core/anndata.py:1094: FutureWarning: is_categorical is deprecated and will be removed in a future version.  Use is_categorical_dtype instead
  if not is_categorical(df_full[k]):






Next, we will also load count matrices for all the droplets, whether containing cells or empty.


[7]:





mdata_raw = mu.read_10x_mtx(os.path.join(data_dir, "raw_feature_bc_matrix"))









Protein


[8]:





prot = mdata.mod['prot']
prot








[8]:







AnnData object with n_obs × n_vars = 5247 × 32
    var: 'gene_ids', 'feature_types'







DSB normalisation

This normalisation method developed for CITE-seq data uses background droplets defined by low RNA content in order to estimate background protein signal and remove it from the data. More details and its original implementation are available in the ``dsb` GitHub repository <https://github.com/niaid/dsb>`__.

muon brings dsb normalisation method to Python CITE-seq workflows.

pt.pp.dsb(mdata, raw=mdata_raw, empty_droplets=droplets)





Please note due to the nature of the dsb method it behaves in a slightly different way than many other preprocessing and normalisation methods. Its implementation in muon offers 2 ways to use the method.


	Operate on 2 AnnData / MuData objects — filtered and raw. Cell calling from the filtered data is used to define cells in the raw data then.


	As in the original implementation, operate on raw matrices and then return a copy of the data where only specified cells are kept.




Here, we use the first way of using the method. We would still need to calculate log10umi value for each droplet to define which droplets are empty.


[9]:





mdata_raw['rna'].obs["log10umi"] = np.array(np.log10(mdata_raw['rna'].X.sum(axis=1) + 1)).reshape(-1)








[10]:





mu.pl.histogram(mdata_raw['rna'], ['log10umi'], bins=50)













/usr/local/lib/python3.8/site-packages/seaborn/distributions.py:369: UserWarning: Default bandwidth for data is 0; skipping density estimation.
  warnings.warn(msg, UserWarning)











[image: ../_images/cite-seq_1-CITE-seq-PBMC-5k_22_1.png]




For clarity, let’s zoom into the part of this data:


[11]:





mu.pl.histogram(mdata_raw['rna'][mdata_raw['rna'].obs.log10umi >= 1], ['log10umi'], bins=50)













/usr/local/lib/python3.8/site-packages/anndata/_core/anndata.py:1094: FutureWarning: is_categorical is deprecated and will be removed in a future version.  Use is_categorical_dtype instead
  if not is_categorical(df_full[k]):











[image: ../_images/cite-seq_1-CITE-seq-PBMC-5k_24_1.png]




In this dataset, isotype antibody controls are available that also can be taken into account by the normalisation method:


[12]:





isotypes = mdata_raw['prot'].var_names[29:32].values
isotypes








[12]:







array(['IgG1_control_TotalSeqB', 'IgG2a_control_TotalSeqB',
       'IgG2b_control_TotalSeqB'], dtype=object)






Preserve original counts in a layer before the normalisation:


[13]:





prot.layers['counts'] = prot.X







Normalise counts in mdata:


[14]:





pt.pp.dsb(mdata, mdata_raw, empty_counts_range=(1.5, 2.8), isotype_controls=isotypes, random_state=1)













/Users/bredikhi/git/compbio/muon/muon/_prot/preproc.py:129: UserWarning: Dropping 49 empty droplets as they are already defined as cells
  warn(
/usr/local/lib/python3.8/site-packages/anndata/_core/anndata.py:1094: FutureWarning: is_categorical is deprecated and will be removed in a future version.  Use is_categorical_dtype instead
  if not is_categorical(df_full[k]):






Plot values to visualise the effect of normalisation:


[15]:





sc.pl.scatter(mdata['prot'], x="CD3_TotalSeqB", y="CD19_TotalSeqB", layers='counts')
sc.pl.scatter(mdata['prot'], x="CD3_TotalSeqB", y="CD19_TotalSeqB")













/usr/local/lib/python3.8/site-packages/anndata/_core/anndata.py:1192: FutureWarning: is_categorical is deprecated and will be removed in a future version.  Use is_categorical_dtype instead
  if is_string_dtype(df[key]) and not is_categorical(df[key])
... storing 'feature_types' as categorical











[image: ../_images/cite-seq_1-CITE-seq-PBMC-5k_32_1.png]









[image: ../_images/cite-seq_1-CITE-seq-PBMC-5k_32_2.png]






Downstream analysis

We can run conventional methods like PCA on the normalised protein counts:


[18]:





sc.tl.pca(prot)








[19]:





sc.pl.pca(prot, color='CD3_TotalSeqB')













/usr/local/lib/python3.8/site-packages/anndata/_core/anndata.py:1192: FutureWarning: is_categorical is deprecated and will be removed in a future version.  Use is_categorical_dtype instead
  if is_string_dtype(df[key]) and not is_categorical(df[key])











[image: ../_images/cite-seq_1-CITE-seq-PBMC-5k_36_1.png]





[20]:





sc.pp.neighbors(prot)
sc.tl.umap(prot, random_state=1)








[21]:





sc.pl.umap(prot, color=['CD3_TotalSeqB', 'CD14_TotalSeqB'])













/usr/local/lib/python3.8/site-packages/anndata/_core/anndata.py:1192: FutureWarning: is_categorical is deprecated and will be removed in a future version.  Use is_categorical_dtype instead
  if is_string_dtype(df[key]) and not is_categorical(df[key])











[image: ../_images/cite-seq_1-CITE-seq-PBMC-5k_38_1.png]







RNA


[22]:





rna = mdata.mod['rna']
rna








[22]:







AnnData object with n_obs × n_vars = 5247 × 33538
    var: 'gene_ids', 'feature_types'







QC

Perform some quality control. For now, we will filter out cells that do not pass QC.


[23]:





rna.var['mt'] = rna.var_names.str.startswith('MT-')  # annotate the group of mitochondrial genes as 'mt'
sc.pp.calculate_qc_metrics(rna, qc_vars=['mt'], percent_top=None, log1p=False, inplace=True)








[24]:





sc.pl.violin(rna, ['n_genes_by_counts', 'total_counts', 'pct_counts_mt'],
             jitter=0.4, multi_panel=True)













/usr/local/lib/python3.8/site-packages/anndata/_core/anndata.py:1192: FutureWarning: is_categorical is deprecated and will be removed in a future version.  Use is_categorical_dtype instead
  if is_string_dtype(df[key]) and not is_categorical(df[key])
... storing 'feature_types' as categorical











[image: ../_images/cite-seq_1-CITE-seq-PBMC-5k_44_1.png]




Filter genes which expression is not detected:


[25]:





mu.pp.filter_var(rna, 'n_cells_by_counts', lambda x: x >= 3)
# Same as the following but doesn't copy the object:
#   sc.pp.filter_genes(rna, min_cells=3)







Filter cells:


[26]:





mu.pp.filter_obs(rna, 'n_genes_by_counts', lambda x: (x >= 200) & (x < 5000))
# Same as the following but doesn't copy the object
#   sc.pp.filter_cells(rna, min_genes=200)
#   rna = rna[rna.obs.n_genes_by_counts < 5000, :]

mu.pp.filter_obs(rna, 'total_counts', lambda x: (x > 1500) & (x < 15000))
mu.pp.filter_obs(rna, 'pct_counts_mt', lambda x: x < 20)







Let’s see how the data looks after filtering:


[27]:





sc.pl.violin(rna, ['n_genes_by_counts', 'total_counts', 'pct_counts_mt'],
             jitter=0.4, multi_panel=True)













/usr/local/lib/python3.8/site-packages/anndata/_core/anndata.py:1192: FutureWarning: is_categorical is deprecated and will be removed in a future version.  Use is_categorical_dtype instead
  if is_string_dtype(df[key]) and not is_categorical(df[key])











[image: ../_images/cite-seq_1-CITE-seq-PBMC-5k_50_1.png]





Normalisation

We’ll normalise the data so that we get log-normalised counts to work with.


[28]:





sc.pp.normalize_total(rna, target_sum=1e4)








[29]:





sc.pp.log1p(rna)









Feature selection

We will label highly variable genes that we’ll use for downstream analysis.


[30]:





sc.pp.highly_variable_genes(rna, min_mean=0.02, max_mean=4, min_disp=0.5)








[31]:





sc.pl.highly_variable_genes(rna)












[image: ../_images/cite-seq_1-CITE-seq-PBMC-5k_58_0.png]





[32]:





np.sum(rna.var.highly_variable)








[32]:







1734








Scaling

We’ll save log-normalised counts in a .raw slot:


[33]:





rna.raw = rna







… and scale the log-normalised counts to zero mean and unit variance:


[34]:





sc.pp.scale(rna, max_value=10)










Analysis

Having filtered low-quality cells, normalised the counts matrix, and performed feature selection, we can already use this data for multimodal integration.

However it is usually a good idea to study individual modalities as well. Below we run PCA on the scaled matrix, compute cell neighbourhood graph, and perform clustering to define cell types.


PCA and neighbourhood graph


[35]:





sc.tl.pca(rna, svd_solver='arpack')













/usr/local/lib/python3.8/site-packages/anndata/_core/anndata.py:1094: FutureWarning: is_categorical is deprecated and will be removed in a future version.  Use is_categorical_dtype instead
  if not is_categorical(df_full[k]):






To visualise the result, we will use some markers for (large-scale) cell populations we expect to see such as T cells and NK cells (CD2), B cells (CD79A), and KLF4 (monocytes).


[36]:





sc.pl.pca(rna, color=['CD2', 'CD79A', 'KLF4', 'IRF8'])













/usr/local/lib/python3.8/site-packages/anndata/_core/anndata.py:1192: FutureWarning: is_categorical is deprecated and will be removed in a future version.  Use is_categorical_dtype instead
  if is_string_dtype(df[key]) and not is_categorical(df[key])











[image: ../_images/cite-seq_1-CITE-seq-PBMC-5k_70_1.png]




The first principal component (PC1) is separating myeloid (monocytes) and lymphoid (T, B, NK) cells while B cells-related features seem to drive the second one. Also we see plasmocytoid dendritic cells (marked by IRF8) being close to B cells along the PC2.


[37]:





sc.pl.pca_variance_ratio(rna, log=True)












[image: ../_images/cite-seq_1-CITE-seq-PBMC-5k_72_0.png]




Now we can compute a neighbourhood graph for cells:


[38]:





sc.pp.neighbors(rna, n_neighbors=10, n_pcs=20)









Non-linear dimensionality reduction and clustering

With the neighbourhood graph computed, we can now perform clustering. We will use leiden clustering as an example.


[39]:





sc.tl.leiden(rna, resolution=.75)







To visualise the results, we’ll first generate a 2D latent space with cells that we can colour according to their cluster assignment.


[40]:





sc.tl.umap(rna, spread=1., min_dist=.5, random_state=11)








[41]:





sc.pl.umap(rna, color="leiden", legend_loc="on data")













/usr/local/lib/python3.8/site-packages/anndata/_core/anndata.py:1192: FutureWarning: is_categorical is deprecated and will be removed in a future version.  Use is_categorical_dtype instead
  if is_string_dtype(df[key]) and not is_categorical(df[key])











[image: ../_images/cite-seq_1-CITE-seq-PBMC-5k_80_1.png]






Cell type annotation


[42]:





sc.tl.rank_genes_groups(rna, 'leiden', method='t-test_overestim_var')








[43]:





result = rna.uns['rank_genes_groups']
groups = result['names'].dtype.names
pd.set_option('display.max_columns', 50)
pd.DataFrame(
    {group + '_' + key[:1]: result[key][group]
    for group in groups for key in ['names', 'pvals']}).head(10)








[43]:
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CITE-seq data integration with weighted nearest neighbours

This noteboks demonstrated multimodal data integration using weighted nearest neighbours.

Multimodal nearest neighbor search for two modalities was described in the Seurat 4 paper (Hao et al, 2020 [https://doi.org/10.1101/2020.10.12.335331]) and was extended to arbitrary modality numbers in the TEA-seq paper (Swanson et al, 2020 [https://doi.org/10.1101/2020.09.04.283887]).

The data used in this notebook is on peripheral blood mononuclear cells (PBMCs) and has been provided by 10x Genomics [https://support.10xgenomics.com/single-cell-gene-expression/datasets/3.0.2/5k_pbmc_protein_v3].


[1]:





# Change directory to the root folder of the repository
import os
os.chdir("../")








Load libraries and data

Import libraries:


[2]:





import numpy as np
import pandas as pd
import scanpy as sc

from matplotlib import colors
%matplotlib inline








[3]:





import muon as mu








[4]:





mdata = mu.read("data/pbmc5k_citeseq.h5mu")








[5]:





with mu.set_options(display_style="html", display_html_expand=0b000):
    display(mdata)












MuData object 3891 obs 
  
    
    

    Trimodal single-cell omics
    

    

    
 
  

    
      
          
            
  
Trimodal single-cell omics

A few different technologies have been demonstrated that enable high-throughput profiling of three modalities.

For instance, TEA-seq [https://elifesciences.org/articles/63632] and DOGMA-seq [https://www.nature.com/articles/s41587-021-00927-2] enable gene expression, chromatin accessibility and surface protein profiling. NEAT-seq [https://www.nature.com/articles/s41592-022-01461-y] profiles nuclear proteins in addition to RNA and ATAC modalities.

The notebooks below demonstrate how to load and process some of these datasets:


	peripheral blood mononuclear cells (PBMCs) profiled with TEA-seq:


	loading, processing and integrating all three modalities.














            

          

      

      

    

  

  
    
    

    Processing and integrating PBMC TEA-seq data
    

    

    
 
  

    
      
          
            
  


Processing and integrating PBMC TEA-seq data

This notebooks provides an example for TEA-seq data processing in Python.

TEA-seq is a method for trimodal single-cell profiling that allows to get gene expression, chromatin accessibility, and epitope information per cell. The method is described in Swanson et al., 2021 [https://elifesciences.org/articles/63632].

The data used in this notebook is on peripheral blood mononuclear cells (PBMCs) and can be downloaded from GEO [https://www.ncbi.nlm.nih.gov/geo/query/acc.cgi?acc=GSE158013]. We will use a single TEA-seq sample in this notebook — GSM5123951.


[1]:





# Change directory to the root folder of the repository
import os
os.chdir("../../")








Import libraries


[2]:





import numpy as np
import pandas as pd
import scanpy as sc








[3]:





import muon as mu
import muon.atac as ac
import muon.prot as pt








[4]:





import matplotlib
from matplotlib import pyplot as plt
plt.rcParams['figure.dpi'] = 100









Prepare & load data

We will use *_cellranger-arc_filtered_feature_bc_matrix.h5 and *_adt_counts.csv.gz files with counts. For chromatin accessibility, we’ll also use *_atac_filtered_fragments.tsv.gz files with fragments as well as metadata in *_atac_filtered_metadata.csv.gz.

For this notebook, we work with a single sample.


[5]:





# This is the directory where those files are downloaded to
data_dir = "data/teaseq"








[6]:





from glob import glob
for file in glob(f"{data_dir}/GSM5123951*"):
    print(file)













data/teaseq/GSM5123951_X066-MP0C1W3_leukopak_perm-cells_tea_200M_atac_filtered_metadata.csv.gz
data/teaseq/GSM5123951_X066-MP0C1W3_leukopak_perm-cells_tea_200M_atac_filtered_fragments.tsv.gz.tbi
data/teaseq/GSM5123951_X066-MP0C1W3_leukopak_perm-cells_tea_48M_adt_counts.csv.gz
data/teaseq/GSM5123951_X066-MP0C1W3_leukopak_perm-cells_tea_200M_atac_filtered_fragments.tsv.gz
data/teaseq/GSM5123951_X066-MP0C1W3_leukopak_perm-cells_tea_200M_cellranger-arc_filtered_feature_bc_matrix.h5






Construct simple metadata parsed from the filenames:


[7]:





meta = {}
for file in glob(f"{data_dir}/GSM5123951*"):
    tokens = os.path.basename(file).split("_")
    meta[
        tokens[0]       # GSM5123951
    ] = tokens[1][-2:]  # W3

meta








[7]:







{'GSM5123951': 'W3'}






First, we will load RNA+ATAC counts.


[8]:





get_h5_file = lambda root, s, w: f"{root}/{s}_X066-MP0C1{w}_leukopak_perm-cells_tea_200M_cellranger-arc_filtered_feature_bc_matrix.h5"

s, w = list(meta.items())[0]

mdata = mu.read_10x_h5(
    get_h5_file(data_dir, s, w)
)

mdata.obs["sample"] = s
mdata.obs["well"] = w

mdata.update()
mdata.var_names_make_unique()













/usr/local/bin/miniconda3/envs/issue57/lib/python3.8/site-packages/anndata/_core/anndata.py:1830: UserWarning: Variable names are not unique. To make them unique, call `.var_names_make_unique`.
  utils.warn_names_duplicates("var")












Added `interval` annotation for features from data/teaseq/GSM5123951_X066-MP0C1W3_leukopak_perm-cells_tea_200M_cellranger-arc_filtered_feature_bc_matrix.h5












/usr/local/bin/miniconda3/envs/issue57/lib/python3.8/site-packages/anndata/_core/anndata.py:1830: UserWarning: Variable names are not unique. To make them unique, call `.var_names_make_unique`.
  utils.warn_names_duplicates("var")
mudata/_core/mudata.py:437: UserWarning: var_names are not unique. To make them unique, call `.var_names_make_unique`.
  warnings.warn(
mudata/mudata/_core/mudata.py:437: UserWarning: var_names are not unique. To make them unique, call `.var_names_make_unique`.
  warnings.warn(







[9]:





mdata








[9]:






MuData object with n_obs × n_vars = 7966 × 138155
  obs:      'sample', 'well'
  var:      'gene_ids', 'feature_types', 'genome', 'interval'
  2 modalities
    rna:    7966 x 36601
      var:  'gene_ids', 'feature_types', 'genome', 'interval'
    atac:   7966 x 101554
      var:  'gene_ids', 'feature_types', 'genome', 'interval'




We can use rich representation [https://muon.readthedocs.io/en/latest/notebooks/quickstart_mudata.html#Rich-representation] to explore the structure of the object.


[10]:





mu.set_options(display_style="html", display_html_expand=0b000);








[11]:





mdata








[11]:






MuData object 7966 obs 
  
    
    

    MEFISTO models
    

    

    
 
  

    
      
          
            
  
MEFISTO models

MEFISTO is a method for the functional integration of spatial and temporal omics data. More information can be found on the method’s website [https://biofam.github.io/MOFA2/MEFISTO)].

These tutorials adapt the original MEFISTO tutorials [https://github.com/bioFAM/MEFISTO_tutorials] to use muon for training:


	application to an evodevo gene expression atlas: gene expression data from 5 species and 5 organs across development;


	application to a longitudinal microbiome dataset: microbiome data from 43 children over the first two years of life;


	application to spatial transcritptomics data: spatial transcriptome data of a mouse brain tissue generated using 10X Visium.










            

          

      

      

    

  

  
    
    

    Identifying temporal variation in EvoDevo data with MEFISTO
    

    

    
 
  

    
      
          
            
  


Identifying temporal variation in EvoDevo data with MEFISTO

This notebook demonstrates how temporal (or spatial) covariates can be used for multimodal data integration to learn smooth latent factors while benefiting from the multimodal MuData objects from muon.

Please find more information about this method — MEFISTO — on its website [https://biofam.github.io/MOFA2/MEFISTO] and in the preprint [https://www.biorxiv.org/content/10.1101/2020.11.03.366674v1] by Britta Velten et al.


[1]:





import numpy as np
import pandas as pd
import scanpy as sc

import muon as mu








[2]:





# Set the working directory to the root of the repository
import os
os.chdir("../")








Load data

First we will load the evodevo data containing normalized gene expression data for 5 species (groups) and 5 organs (views) as well as the developmental time information for each sample. The data can be downloaded from here [https://figshare.com/s/242916198fde3353f3e6].


[3]:





datadir = "data/evodevo"








[4]:





data = pd.read_csv(f"{datadir}/evodevo.csv", sep=",", index_col=0)
data













/usr/local/lib/python3.8/site-packages/numpy/lib/arraysetops.py:583: FutureWarning: elementwise comparison failed; returning scalar instead, but in the future will perform elementwise comparison
  mask |= (ar1 == a)







[4]:








  
    
    

    MEFISTO application to longitudinal microbiome data
    

    

    
 
  

    
      
          
            
  


MEFISTO application to longitudinal microbiome data

This notebook demonstrates how longitudinal data can be analysed with MEFISTO with its interface for muon.

Please find more information about this method on its website [https://biofam.github.io/MOFA2/MEFISTO] and in the preprint [https://www.biorxiv.org/content/10.1101/2020.11.03.366674v1] by Britta Velten et al.

Other versions of this notebook are available: R v